
Scale and information
Introduction
Good aernoon. I would like to begin by sincerely thanking you all for coming today. I hope that you will 
enjoy my talk.

Scale and Information
My talk is centred on two words: scale and information. I intend to tell you what these words have to do with 
each other and, in doing so, introduce you to an exciting narrative in physics originating in the 1950s and 
1960s and continuing unabated to this day. 

Physics, the big picture
e universe, as far as we know, is made up of a set of fundamental particles. ese tiny particles are 
continually interacting with each other and rapidly #uctuating in and out of existence. ere is a catalogue of 
these particles which describes their properties, e.g., their mass and charge, and other more exotic properties 
such as their colour and #avour. is information, now curated by the “particle data group”, has been 
assembled over decades via experiments involving smashing ever more energetic particles against each other 
and observing the products of these collisions. e LHC at CERN, which even now is colliding yet more 
particles together, is intended to extend this table. 

Why is everyday physics “easy” to describe
Look at this glass of water. Could you describe what it would do if I tipped it over? It is hard to predict what 
the individual droplets would actually do (this involves solving an equation known as the Navier-Stokes 
equation, which is notoriously difficult). However, this difficulty doesn’t stem from the fact that you need to 
know what each of the individual quarks, gluons, electrons, etc. comprising the water are doing. If we needed 
to do this then there would be simply no hope of making predictions about everyday things. 

e theory of water, as modelled by the Navier-Stokes equation, is an example of an “effective theory”. 
at is, it isn’t actually strictly correct and it only describes “bulk” properties such as pressure, temperature, 
and density. But it does an incredibly good job. So good, in fact, that it is the basis of practically any 
engineering calculation from the design of jet engines through to large-scale dams. 

Zooming out
is talk is all about describing how things change as we zoom out. Our story begins at the subatomic scale. 
Imagine you had a super powerful zoom lens on your camera which could show you what is going on in some 
ultra tiny region. We don’t know for sure, but it is thought that what you would see would be a roiling 
bubbling sea where space and time itself is torn apart and reformed. Zoom out a little. en you would see 
that space and time appear less turbulent. As you zoom out again you would start to see elementary particles 
popping in and out of existence and colliding with each other. When you zoom out further you would see 
atoms moving around. Zooming out further again you would see blobs of matter comprised of many atoms. 
Even further and you might see cells. Zoom out again, and you might see a cat.

Suppose you understand everything you see at some scale. What happens as you zoom out? Well, as you 
lose the ability to focus on the smaller objects, you lose information. is is a simple but powerful 
observation. If you lose information, then perhaps you could describe what is going on at some larger length 
scale in a simpler way.
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I want to illustrate, in a precise way, how powerful the operation of zooming out, that is, changing scale, 
is as a tool to understand physical systems. To do this I’ll discuss a very simple example, namely magnets.

Magnets
You are all familiar with magnets: they come in all shapes and sizes, but let’s focus on the bar-shaped magnet. 
As you are no doubt aware, magnets have a “north” end and a “south” end. If you put two magnets together, 
end to end, the north end prefers to be close to the south end, and vice versa. If you put two magnets side by 
side then they prefer to be parallel to each other. Our aim in this example is to develop a microscopic model, 
that is, a model pertaining to atoms, of such magnets, and then see how things change as we change scale. 
is model will be a toy model, meaning that we will throw out many important details as we formulate it. 
is means that the resulting model cannot give us accurate predictions for the detailed physics of a magnet. 
Nonetheless, we hope that the toy picture of magnets that we obtain will give us some insights into why they 
are the way they are. Surprisingly, it turns out that our toy model actually does a rather good job in practice...

e &rst problem we have is that magnets are three-dimensional objects. e &rst thing we do will be to 
pretend that our magnets live in a two-dimensional world. at is, we ignore the third dimension. You’ll have 
to believe me that this can oen be a good simpli&cation. It certainly helps when drawing pictures.

e second problem we face is that real magnetic materials, like Iron, are rather complicated. ey are 
called polycrystalline, because they are made up of lots of little crystals, each pointing in different directions. 
is is complicates things quite a bit. We can simplify things tremendously by assuming that our model 
magnet is made of just one nice crystal.  

A crystal is simply a regular arrangement of the Iron atoms. e next big simpli&cation we make is that 
each atom is, itself, a tiny little magnet with a “north” and a “south” end. We represent the orientation of each 
atom as a little arrow pointing from south to north. 

Within a crystal the Iron atoms are lined up along the crystal axis, which we draw as the vertical axis. 
Since the Iron atoms are in a regular lattice, we simplify things further by drawing one atom per grid point. 
is is our &nal representation: we represent a magnet as a lot of little arrows, one per grid point. 

We have now completed the &rst stage of developing a model: obtaining a representation. In our case the 
representation is currently a grid of little arrows. A given arrangement of this grid of arrows is called a state. It 
is oen convenient to replace this grid of arrows with an image comprised of black and white pixels. A black 
pixel represents an upward pointing arrow and a white pixel represents a downward pointing arrow.

e second stage of developing a toy model is to understand the dynamics of the system, that is, we need 
to answer the question: how can the system change from one state to another? To do this we have to work out 
some rules for how the pixels can #ip from black to white, and vice versa. 

ere are two mechanisms here. Firstly, magnets like to line up north to south. Let’s model this by giving 
a score to an arrangement of pixels: we go through every neighbouring pair of pixels and when they are the 
same colour we subtract one from the score and when they are different colours we add one from the score. 
is score is called the energy. e lower the better.

e second mechanism is that at some temperature T, for example, room temperature, atoms are in 
constant motion and are jiggling about. us, at any given moment, there is a chance for an atom’s orientation 
to be inverted. at is, there is a chance that any pixel can change colour.  

What is the chance of such a colour change? e answer depends on the score we’ve given the to the state 
and on the temperature: if the score is high and the temperature is very low then any pixel will have a high 
chance of changing its colour in order to be the same as its fellows. is is because if the system is very cold 
then it can become cooler by decreasing the total score and yielding the resulting energy to thermal 
background.

Conversely, there is a very low probability that any pixel will change its colour to the opposite of its 
fellows. is is because it costs a lot of energy to make such a change. On the other hand, if the temperature is 
high then all the atoms are jiggling about violently and it is very likely that one or more will #ip. ere is a 
competition of forces here: on one hand the pixels want to be the same colour and on the other hand the 
thermal motion causes them to change colour randomly. I won’t write out the equations for the probabilities 
involved here. Suffice it to say, there are precise well-known equations for all of the effects I’ve described.

Now, if you know about these things, then you will know that I have told you some lies. (We call these 
lies “approximations” in the physics literature.) e real picture is much more sophisticated. But, as we’ll see, a 
lot of interesting physics can still happen with our toy model.   
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Here is a video of a magnet at various temperatures: when the temperature is low the pixels are mostly 
the same colour, although they are changing randomly at some low rate. As the temperature is increased the 
pixels change colour more frequently. At high temperatures the pixels are essentially completely randomly 
changing.

Block renormalisation group
We now have an example physical system with which we can experiment, hypothetically. is is a 
microscopic model for a macroscopic everyday object. us there are many different scales involved here: 
from the spacing between the atoms through to the length of the magnet. I want to show you what happens as 
we zoom out from the microscopic scale. In order to do this we need to agree on a way to implement this 
zooming-out operation. Here I’ll heavily exploit the parallels between our pixel-based pictorial representation 
and the digital representation of photographic images: if we want to zoom out by a factor of two we simply 
shrink our image by a factor of two. But now we are confronted with the problem that information must be 
lost: the computer screen has a &xed resolution. Since we are shrinking the image by a factor of two, four 
pixels must somehow be put in the space of one. ere is no unique answer here; just as with the shrinking of 
images on a computer screen one simply invents a prescription. Probably the most common solution is to 
take the average colour of each block of four pixels. is is &ne if your computer screen can display more than 
one colour. But we are going to make the further supposition that our shrunken representation must still be a 
black and white image. So there are 16 possible con&gurations of a block of four pixels and we need to 
represent each of these con&gurations with the con&guration of a single pixel. For the purpose of this talk I’ll 
simply take a majority vote: for example, if there are three black pixels in the block then the new pixel is black. 
If there are two black and two white then we simply split the difference and arbitrarily choose a black or a 
white pixel.

Now we implement our zooming-out operation, also known a block-renormalisation transformation, by 
replacing each block of four pixels by a single pixel whose colour is chosen by majority vote. It’s as if we move 
back twice the distance from the magnet that we were before.

Now we can make a simple yet remarkable observation: the new image we obtain can just as well be 
regarded as the state of the magnet at some new temperature! We now imagine that our magnet is in&nitely 
large in extent (actually, this isn’t such a bad approximation when we have zoomed in a lot because there is no 
way to tell how big the magnet is when you are up very close). In this case the new state we obtain aer 
renormalisation might as well be the state of the original magnet at some new temperature. e “zooming 
out”, or renormalisation operation, we’ve described can be simply mimicked by saying that the magnet has 
changed from its original temperature T1 to a new temperature T2. Let me repeat that for emphasis: if you 
want to “zoom out” from a magnet at some given temperature to see what the magnet is doing on a larger 
lengthscale you can simulate this operation by simply replacing the magnetic state with one at a new 
temperature! It is important to note that the actual magnet is always at the same temperature, it is just that 
when we zoom out it simply appears that the temperature has changed. 

When we imagine that the magnet is in&nitely large nothing prevents us from zooming out, or 
renormalising, the magnet again. Indeed, we can repeat this operation as many times as we like.

e rule for the temperature of the zoomed-out, or renormalised, magnet can be calculated exactly. 
However, we can understand essentially everything by thinking about a couple of special cases. Firstly, 
imagine that the magnet is very cold. In this case most of the arrows want to point in the same directions as 
their fellows. So the image is predominantly black or white. Because the magnet is not at the absolute zero of 
temperature there is still a chance that a couple of atoms can will be changing their colour randomly, so there 
are a bunch of isolated pixels with the opposite colour to the average. If we zoom out then these isolated pixels 
are very likely to be replaced with the predominant average colour: the picture gets “cleaned up” a bit. is is 
familiar from our everyday experience: if you look very closely at an object, say a tabletop, there are lots of 
tiny imperfections and #ecks of dust etc. But if you stand further away it looks cleaner and smoother. us 
the new state is whiter or blacker than before. But this is equivalent to the state of a colder magnet. 

If the magnet is initially quite hot then the pixels will be distributed essentially randomly because they 
are all getting #ipped very oen. However, there are some islands, or clusters, of uniform colour. As we zoom 
out these clusters become smaller and smaller until they are the size of single pixels. What has happened is 
that the randomness has been increased, and hence, so has the temperature.
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We can compactly summarise all of this on a special diagram. We represent the original temperature on a 
horizontal line and the new temperature aer zooming out on a separate line above it. We identify points in 
the line above with points in the line below according to the heuristic we’ve just described, namely, cold 
magnets look colder when zoomed out and hot magnets look hotter. But look at this diagram, there is an 
unavoidable and dramatic consequence of our heuristic reasoning: there must exist a very special temperature 
such that, when you zoom out from the magnet, the new temperature is exactly the same as before. is is 
known as a critical point, or as a !xed point of the renormalisation.

ere are two other &xed points of the renormalisation transformation. e one to the le at zero 
temperature and the one in&nitely far off to the right at in&nite temperature.

As we keep zooming out we generate a "ow on the set of states. All of the states to the le of the critical 
point eventually #ow to the zero-temperature &xed point and all of the states to the right #ow to the in&nite-
temperature &xed point. e critical point remains unchanged. 

Phases of matter
All of the states of the magnet to the le of the critical point have a common property: as you zoom out they 
look more and more uniform, either completely black or completely white. Since all of these states share this 
common property we say that they are in the same phase. All of the states to the right of the critical point also 
share a common property: the further out you zoom the more random they look. ese states are in another 
phase. 

e critical point separates the two phases: at this temperature the magnet is in a transition between two 
phases.

ere is a simple way to identify which phase the system is in: simply count the number of black pixels 
and subtract from that the number of white pixels. is quantity is known as the magnetisation, and it is a 
bulk quantity measuring to what extent the arrows have lined up in the same direction. e magnetisation is 
obviously nonzero to the le of the critical point and to the right it is actually zero with a very high 
probability. e critical point is known as the Curie temperature.  Below the Curie temperature we say that 
the magnet is spontaneously magnetised. 

Let me summarise the story so far. We began by formulating a toy microscopic model for how magnets 
work. is toy model was an extreme simpli&cation of how real physical magnets behave. en we made a 
simple argument for how the state of the magnet would look like as we zoomed out. Our conclusion was that 
you could simulate the zooming out, or renormalisation, operation of a magnet at temperature T by simply 
changing the temperature of the magnet. We then made a heuristic argument that colder magnets look colder 
and hotter magnets look hotter as you zoom out. is allowed us to conclude that there must exist a point, the 
critical point, when the properties of the magnet shi dramatically. At this temperature the magnet 
completely loses its magnetisation. I have a video here of this precise phenomenon. Here is magnet which is 
initially below the Curie temperature, so it is magnetised, and is hence attracted to the larger magnet beneath. 
As it is heated up it suddenly loses its magnetisation and swings away. As it cools down below the Curie 
temperature it remagnetises etc.

Renormalisation is a powerful theoretical tool: using simple reasoning applied to toy models we can 
understand many complex phenomena such as the appearance of phases and critical points.

Universality
e renormalisation procedure I’ve just told you about can be repeated for any system present in nature. Here 
it is in abstract. Step 1: identify the microscopic constituents. Step 2: come up with a representation for the 
states of the constituents as collection of coloured pixels. To do this you may need more than two colours. 
Step 3: formulate a score function, or energy function, which, in turn, dictates what the states of the system 
look like. Step 4: describe how to zoom out. If you do all of these steps correctly then in each case you’ll 
conclude that zooming out can be simulated by a change in the system’s parameters, e.g., temperature. is, in 
turn, generates a #ow with several &xed points. Different phases will appear and this will be separated by 
critical points.
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Critical points
e critical point is a remarkable thing. When the magnet is at this precise temperature the state before the 
renormalisation looks the same as the state aerwards. It’s worth pausing for a moment to contemplate the 
consequences of this observation. e &rst thing to note is that if there is some distribution of clusters of the 
same colour with the same approximate width, then there must be clusters with double that width and four 
times that width and so on. is is because if you renormalise the state then the width of a cluster is halved 
and there needs to have been some bunch of clusters which become the new clusters aer renormalisation. To 
describe this situation we say that “there are clusters on all lengthscales”. 

Additionally, if there are some correlations in the way two pixels separated by a distance l are #uctuating 
then there must be similar correlations between the way blocks of four pixels are #uctuating separated by a 
distance 2l and so on. We say that there are correlations on all lengthscales.   Here is a video of zooming out 
from the state of a magnet at the Curie temperature. As you can see the states you see all look the same, but 
each is a zoomed-in piece of the next.

At the critical point both phases of the magnet are coexisting side by side: you can see large clusters of 
pixels which are uniformly magnetised and you can see patches of complete randomness. ese two phases 
are intermixed at all lengthscales.

Information loss
Aer we’ve zoomed out many times we are so far away from the system that our representation is reduced to a 
couple of pixels, which is meant to represent the bulk state of the entire magnet itself. If we were at the le of 
the critical point these pixels would all be the same colour, and if we were to the right then there would be an 
equal number of black and white pixels. Also, aer zooming out many times we are nearly at the &xed point of 
the renormalisation transformation. us we say that the physics observable at our everyday length scales is 
dominated by the &xed points of the renormalisation group transformation. Now the quantities we can 
usually observe pertain only to the bulk properties of the system like magnetisation. Such bulk properties 
only depend on the state of the pixels aer the zooming out. If we can only observe such things then we have 
essentially succeeded in completely describing the physics of these systems.

is is not the complete story, however. ere are non-bulk properties of magnets and other systems that 
can be observed with sophisticated experiments. For example, it is possible to observe little clusters of arrows/
clusters of pixels #ipping. is is done by converting the magnetic &eld of a magnet into a sound and strongly 
amplifying the result. In this cases the #ipping of a cluster then creates a tiny #uctuation in the total magnetic 
&eld and corresponds to a clicking sound.

It would seem that our renormalisation or zooming-out procedure wouldn’t be much help in 
understanding such phenomena because aer each renormalisation step we have lost 3/4 of the information 
about the state of the magnet. (is is because aer zooming out by a factor of two we replace four bits of 
information with one bit per block.) Even aer a couple of steps small clusters simply vanish.

Nonetheless, it turns out that our renormalisation procedure can be the basis of a much more 
sophisticated procedure. To get some inspiration for this let’s take a look at image compression. You are by 
now all familiar now with digital images. When you take a photograph with a digital camera the image is 
converted into a stream of ones and zeros. To do this the sensor in the camera is comprised of a grid of lot of 
little sensors (nowadays something like a grid of 2000 by 3000 of such sensors). Each sensor records a single 
colour. us the image is pixelated into a grid of 2000 × 3000 pixels. Such an image requires a lot of space to 
store in a memory card and it requires a lot of time to send as an email attachment. ese days this isn’t so 
much of a problem as it used to be because memory and internet bandwidth is getting cheaper. But 
historically it was so much of a problem that it was worthwhile developing methods to compress images 
without losing too much quality. e JPEG compression algorithm is such an example.

We have been representing the state of our magnets as images. In the context of image processing our 
renormalisation group procedure can now be regarded as the world’s worst compression algorithm. What we 
do is take our very large image and zoom it down until it is a couple of pixels large. Sure it is smaller, but all 
but the coarsest features are completely lost. I’ve sold this to you as a good thing because it allows us to 
describe the physics of macroscopic objects using toy models in which we’ve neglected many details, in the 
knowledge that are going to zoom out and ignore much of the microscopic physics to explain bulk features. 
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Given only our zoomed-out image we have lost so much information that there is no hope of reconstructing 
the original image.

We can repair this situation by storing more information by simply renormalising less and zooming out 
fewer times. But this is rather undesirable because we are then forced to reason about many more degrees of 
freedom. is rapidly becomes intractable. What would be desirable is to develop a sophisticated way to add 
information to our representation in the most efficient way. at is, &nd a way to allows us to reason about 
physics of the things we care about most in the most expressive and compact way possible. 

e renormalisation transformation we exploited earlier has already taught us a great deal about the 
properties of magnets. Indeed, for most temperatures we have now obtained a fairly good understanding of 
the microscopic state of the magnet, e.g., predominantly the same colour or predominantly random. ere 
was one special point, however, which we couldn’t really satisfactorily explain, namely the the state of the 
system at the critical temperature. I gave you some intuitions about this point and showed you some videos, 
however, these only served to illustrate how intricate and special this point is. e essential point we learned 
was that the features of this point. e.g., clusters and correlations exist on all lengthscales. It is said to be scale 
invariant.

We really would like to obtain a more sophisticated representation of the system’s state tailored to the 
states of the system at or near the critical point. Knowing that the system is “scale invariant” we would hope 
that our representation is somehow hierarchical, including only extra information about differences or 
#uctuations between different lengthscales. 

It turns out that such a representation, known as the wavelet transform (wavelet transformation), has 
already been exploited by image compression algorithms. Here the idea is elegant yet simple. Let’s start with 
an initial image. We now collect together blocks of four pixels and take the average colour of each block. We 
then replace each pixel in a block with the average colour of the block. So now we have blocks of four pixels of 
the same colour. We could, at this point, rescale the image to obtain a new one which is a factor two smaller, 
however, we resist this temptation - it is no better than our original renormalisation procedure. Instead, just 
before we rescale, we record the differences between our blocky image and the original. Most of the time 
pixels will be the same colour as the average colour in the block, so the difference between these two images 
should be small. We only record large differences and neglect the smaller differences. en we rescale and 
repeat. e only point where we lose information here is when we neglect small differences between a block 
of four pixels and the averaged block. However, this is usually a good approximation for images with large 
portions of nearly continuous colour. It also turns out to be a good approximation for images representing 
critical points.

We now represent our system’s state by the &nal zoomed-out image and a sequence of images which 
measure the differences between the different zooming steps. Given only the &nal image and these differences 
we can reconstruct the original image.  

I’ve shown here this process: &rst we start with the state of the magnet at the critical point, represented as 
this black-and-white image. I then take an average of the colour in blocks of four pixels, and replace each 
pixel in the each block with the average colour of the block. en I take the difference between these two 
images. is results in another image which I will call the &rst “delta image”. Now we have three images: the 
original, the blocky version, and the difference. Since we can reconstruct the original from the blocky image 
and the delta image, we discard the original. We can now rescale the blocky image safe in the knowledge that 
we have kept track of the lost information. If we take a look at the delta image we are free to compress this 
how we like. We could simply discard it, in which case we recover our original method, or we could store 
information only about the locations of large clusters. If we now repeat this entire process several times we 
end up with a very small &nal image and a sequence of compressed delta images. us we’ve reduced the 
number of variables required to specify the original state of the magnet while preserving the salient aspects of 
the state. By choosing to store more or less information about the delta images we are able to smoothly 
interpolate between the extreme of our original renormalisation group method through to the other extreme 
where we are simply storing the exact state.

is strategy does a very good job at the critical point, because it is at this point where the state of the 
magnet looks the same no matter how far away you are standing. Now we come to the core of the new 
proposal: since, at the critical point, the system looks pretty much the same at all lengthscales we can simply 
choose the same delta image to measure the difference between the current image and the blocked and 
zoomed-out image, and use that for all stages. If we reconstruct the state of the system from this new 
representation we de&nitely don’t recover the exact state of the system. But what we do obtain is an image that 
very well could have been the state of the system at the critical point. 
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Data structures 
We come now to the &nal contribution of this talk. I’ve spent a lot of time using the fact that the state of a 
system can be represented as an image. But what I’ve really been doing is using the image analogy as a proxy 
for a string of zeros and ones, i.e., information. I then explained that basic Kadanoff renormalisation is simply 
a way of discarding information while preserving basic bulk physical properties. en I suggested that by 
adding information about the system’s state in a more sophisticated hierarchical way, via image compression, 
one can preserve more of the salient features of the system’s state. 

What I’ve been doing all the time here is showing you a general purpose way to theorise about systems 
with many constituents. You see, when you want to make predictions about physical systems you have to 
confront the fact that the most interesting systems are those comprised of many little interacting subsystems, 
e.g., particles. Even though each little subsystem typically obeys very simple laws, usually modelled by linear 
equations, the problem is, on the face of it, intractable. is is because there are simply too many subsystems 
to keep track of. Even just storing the con&gurations of all the particles in, e.g., a bar magnet, takes a gigantic 
amount of memory in a computer. If we then want to solve the equations modelling the particles to make a 
prediction about the magnet this requires immense computational power. People do do this to model, e.g., 
#uids, where it is known as direct numerical simulation, and supercomputers around the world are occupied 
daily with these tasks. 

However, most things we can observe about everyday objects don’t require us to specify the positions of 
every particle in a droplet of #uid or a fridge magnet. us direct numerical simulation is a rather undesirable 
course of action to take if you only want to make predictions about everyday properties. e solution to this is 
now rather obvious, just throw away information about all the stuff you can’t observe. You can regard our 
discussion of Kadanoff renormalisation as telling you exactly what things you should ignore and what things 
you should pay attention to and store information about. e &nal image one obtains aer renormalisation 
describes only bulk observable properties.  

I have tried to stress the point that this &nal image is really just a way to compress images, i.e., to 
compress information about the particles themselves. By exploiting this analogy further I’ve shown you a 
sophisticated way to store more information about the particles which is tailored to the description of critical 
points. In all these cases the image has really been a proxy for what is known in computer science as a data 
structure, i.e., a method of storing information.

us, to make predictions about physical systems made up of many interacting particles without 
resorting to a supercomputer one should think carefully about how to store only the relevant information 
about the particles using fewer bits of information. When you do it right you unlock a powerful tool: using 
only a few equations you can model many particles. 

My work, to date, has been focussed on the development of good data structures in the quantum setting, 
and can be described, in technical terms, as follows. e Hilbert space for a many particle system is large and 
so, at &rst sight, it seems hopeless to parametrise an arbitrary state in this space. However, my collaborators 
and I have managed to show that naturally occurring states for low-dimensional strongly interacting many 
particle systems, in and out of equilibrium, occupy a special corner of hilbert space. We have done this by 
showing that they exhibit an entropy/area law. Using this observation, and insights originating from quantum 
information theory, we’ve introduced several new variational classes of quantum states which are optimal for 
the description of the realistic physics of, for example, low dimensional quantum &elds. We did this by 
parametrising only the locally entangled degrees of freedom in a local way. So far these results are restricted 
to the non-critical setting. 

One setting which I am actively studying at the moment is that of quantum &elds at or near criticality. At 
this point the system becomes scale invariant. Our understanding, to date, of these systems comes principally 
from Wilson’s momentum-space renormalisation group. However, Wilson’s RG is tied to the lagrangian 
setting, and isn’t well suited to the study of, e.g., nonequilibrium dynamics and &nite fermion densities. 
However, motivated by Wilson’s RG, we have managed to develop a new hierarchical real-space 
representation for critical quantum &eld states, analogous to the wavelet transformation I discussed 
previously. is representation is comprised of a sequence of local entangling operations which contain the 
variational parameters and scale changing operations, and yields a new variational class of quantum states, 
termed cMERA (for “continuous multiscale entanglement renormalisation ansatz”). is class holds great 
promise for the exploration of nonequilibrium strongly correlated physics.

PAGE  7



Although this work is rather technical, and centred in the quantum setting, the main idea of what I do 
can still been communicated simply: it is all about  storing only the relevant information at the right scale.
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